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Abstract— An apple harvesting robot needs to detect apples
and visually move among them as to be able process each apple
in detail. This is a difficult problem since orchard scenes are
generally complicated. This paper proposes a novel approach
to this problem based on attentive vision. The robot processes
each subimage in an incoming scene attentively in order to find
the apples and visually move between candidate apple locations
via a family of artificial potential functions where each artificial
potential function encodes saliency in a given subimage based
on unvisited and visited apple locations. The robot then visually
moves from the current apple location to the next via following
the closed-loop dynamics of the corresponding gradient vector
field. Experimental results demonstrate that - differing from
previous work - the proposed approach is robust with respect
to specular reflection and background vegetation.

I. I NTRODUCTION
One of the integral problems in robotic apple harvesting
is finding the fruits and visually moving among them as to
process as many of the apples as possible [9]. This is a
difficult problem since apples of same orchard or even same
tree can differ dramatically in shape or color. Furthermore,
the background vegetation may be confusing.
The proposed approaches may be divided into two groups.
Those in the first group focus mainly on the color property of
apples. In particular, red apples have distinguishable colors;
however the reliability of using color is decreased by specular
reflection. Approaches in the second group view the problem as an object detection problem and use state-of-the-art
object detection algorithms. While these may precisely put
bounding boxes around the apples, they are generally computationally expensive. Furthermore, in all of these approaches,
the problem of detecting apples is considered separately from
that of moving among them efficiently. The visual processing
of apple harvester robot must not only enable it to identify
the precise location of fruits, but also attend to it covertly as
to be able to process each fruit in detail.
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In this paper, we propose a novel approach that addresses
both issues simultaneously. We assume a robot equipped
with a color camera mounted on a pan-tilt mechanism. In
this approach, the robot divides an incoming image into
subimages and processes each subimage attentively in order
to find the apples and visually move among them. This is
achieved via a family of artificial potential functions based on
previous work [8]. Each artificial potential function encodes
saliency in a given subimage based on unvisited and visited
apple locations. The robot then moves its optical axis from
the current apple location to the next via following the
closed-loop dynamics of the corresponding gradient vector
field - in a manner similar to [8]. This is repeated until the
scene is sufficiently covered. The advantage of this approach
is that as the robot is able to focus on each individual fruit, it
sets up a basis for picking them. If the robot actually moves
its optical axis, this movement corresponds to overt attention
[4]. On the other hand, if its optical axis remains fixed, the
corresponding movement is known as covert orienting. Of
course, such a system will need to consider the integration
of the proposed approach with an arm-gripper mechanism
on a mobile robot along with the appropriate range sensing
and motion control algorithms.
The outline of the paper is as follows: First, we briefly
review the related literature in Section II. Next, we explain
the construction of a family of artificial potential functions in
Section III. The movement algorithm is then explained in in
Section IV. Experimental results as presented in Section V
demonstrate that the proposed approach enables the robot
to find and move among apples with high coverage of the
harvest region. The paper concludes with a brief summary
and future directions.
II. R ELATED L ITERATURE
There has been growing interest in robotic fruit harvesting.
The proposed approaches are categorized into two groups namely local based and shape based [1], [10].
In local approaches, image acquisition is followed by preprocessing in order to improve the quality of images followed
by segmentation and localization. As such, color has played
a major role in the segmentation part. For example, hue and
saturation components are used as chrominance information
in order to segment the fruits from the background [3], [14].
Some color indices have been applied to segment the image
data using a combination of color and texture properties
[19]. In [18], color information is used together with depth
information. While these approaches enable fruit detection
with around 70-90% detection rates in certain scenarios, their
robustness is greatly affected by fruit size, proximity, density

and illumination conditions [18]. Furthermore, the robot has
to do additional reasoning in order to decide how to move
between apples during harvesting.
Alternatively, in shape based approach, the input scene is
searched for apples. However this is a highly computational
process since most classifiers are generally non-linear. While
some algorithms are exact via considering exhaustive search
[6], most approaches are inexact as to reduce the complexity
[17]. In this perspective, approaches that selectively search
have been proposed [16]. These are based on attentive vision
which enables agents to react to natural environments like
human visual system via constantly directing its optical axis
towards most salient areas. As the whole scene need not to be
processed with high accuracy, computational efficiency becomes possible. In this framework, saccades swiftly change
fixated regions [11], [12], [5], [8]. In this work, we integrate
color-based reasoning and attentive processing in order to
enable the robot to find apples and move between them.

that it is minimal at the candidate apple locations. This is
preferred over being maximal since the flow field properties
of gradient systems dictate that maximal points are unstable
equilibrium points which means under little perturbations the
system starts moving away from these points.
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III. FAMILY OF A RTIFICIAL P OTENTIAL F UNCTIONS
Consider the robot’s camera with an image plane P . Each
artificial potential function ϕk : P → [0, 1] encodes saliency
and inhibition on P during t ∈ [tk , tk+1 ] when the robot
moves from one region to the next.
Salient locations are candidate apple locations C ⊂ P . The
set C can be determined using a variety of visual cues. Here,
we consider color as the primary cue. Suppose the color of
apples is specified as a given hue Hg . First we define salient
regions X ⊂ P as:

X = x ∈ P | (H(x) − Hg )2 ≤ τh , V (x) ≤ τv
where H(x) and V (x) denote the hue and value associated
with the given pixel x ∈ P . They are subjected to a
priori specified thresholds τh and τv respectively. The latter
threshold is used to eliminate regions where hue value is not
meaningful. Next, connected component analysis is applied
on X followed by opening to find a set of components
Nc
. The respective centroids µi are used to define C
{Ci }i=1
as:
)
(
1 X
x, i = 1, . . . , Nc
C = µi ∈ X | µi =
|Ci |
x∈Ci

The weight a(µi ) associated with each component µi ∈ C is
defined based on the size of the respective component Ci as:
a(µi ) = |Ci |
Next, inhibition is considered based on visited apple locations Vk as:
Vk = {µ(l) | 0 ≤ l < k}
Each artificial potential function is defined based on C and
Vk as:
X
T
1
(1)
ϕk (x) =
a(µ)e 2σ2 (x−µ) (x−µ)
µ∈C−Vk

Initially, V0 = ∅, because there are no visited apple locations.
The construction of each artificial potential function is such

Fig. 2: Saliency via artificial potential function.
Three varying scenes are considered in Fig. 2. The first
considers a typical scene as seen in Fig. 2(a). Salient regions
X are shown in Fig. 2(b) with the corresponding ϕ0 given
in Fig. 2(c). As such, most of the apples are covered. In
a second scene of two big apples as seen in Fig. 2(d), as
one occludes the other, there is only one salient region as
encoded by the corresponding ϕ0 as seen in Fig. 2(f). In
Scene 3 of Fig. 2(g), some apples are badly illuminated. As
such, there are missing salient locations as seen in Fig. 2(i).
IV. M OVING B ETWEEN A PPLES
While the robot is engaged in harvesting, its camera moves
from one apple location xk ∈ C to the next xk+1 ∈ C. The
system dynamics is defined based on the negative gradient
field of ϕk as:
ẋ(t) = −Dx ϕk (x)
(2)
starting at initial point
x(0) = xk

(3)

The camera motion is accomplished simply by “sliding” into
the equilibrium point of the associated dynamical system:
Dx ϕk (x) = 0

(4)

The equilibrium point is then designated as the next apple
location xk+1 . Note that the termination time tk+1 is defined
implicitly by the time taken to reach to xk+1 . This closed
loop system inherits the critical qualitative behavior of gradient rajectories.
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Fig. 3: Sample evolution of ϕk , k = 0, 1, 2, 3 as the robot moves between different apples.

The robot’s visual behavior during harvesting is generated
via the sequential composition of camera movements. Each
visited location xk gets added to Vk where Nv ≤ Nc denotes
the number of apple locations that have been visited. Once
one movement terminates, the robot switches to the controller
induced by the artificial potential function ϕk+1 associated
with the new apple location xk+1 and the movement process
is repeated. For a sample image as given in Fig. 2(a), the
first couple of ϕk , k = 0, 1, 2, 2 are as shown in Fig. 3(a)3(c) respectively. The scanpath trajectory x : [t0 , tNV ] → P
is given by the concatenation of the state maps x for each
interval [tk , tk+1 ] as defined by Eq. 2. The corresponding trajectory may look jagged and even become non-differentiable
at times.
V. E XPERIMENTAL R ESULTS
We conduct experiments with a wide range of images
of red apple orchards and trees as obtained from ImageNet
dataset[7] and varying in the proximity and the number of
apples as well as illumination conditions. We consider 4
equally sized subregions in each of the test images.
Our results for four different scenes are given in Fig. 4.
Each sub-figure (4(a), 4(b), 4(c), 4(d)) presents an apple
orchard scene which are selected to cover a variety of scenarios for an apple harvester robot. The first scene Fig. 4(a)
contains both close and far range apples where most are
visible without any occlusion of leafs, branches or other
apples. It is observed that the proposed algorithm is able to
cover most of the apples. Some of the further away apples
are eliminated by the morphological operations - such as
those in the bottom-right sub-image of Fig. 4(a). However,
this is actually desirable as these apples are too far to be
picked by an harvester robot in practical applications. As
such, the resulting path goes from larger apples to smaller
apples which suggests that larger and thereby closer apples
will be picked up first. Fig. 4(b) contains a scene of apples
from medium range under bright illumination. This scene is
more complicated as compared to the first as there are many
apples that are partly occluded by leafs or other apples. As
expected, leafs or branches divide an apple into several parts.
Thus, a single apple may be seen as multiple apples. Again,
the resulting path goes through the majority of apples in
scene in spite of the confusing background. The scene in
Fig. 4(c) contains a high number of apples whose count is

difficult even for human. Some of the apples in the bottomleft sub-image of Fig. 4(c) are not detected since they are
in the shadows and are relatively darker than other apples.
Another observation is the occlusion by other apples due to
the huge number of apples in scene so that a group may be
counted as one. Even so, the picking path covers nearly all
apples in scene in spite of bright illumination. When apples
are visually clear as in Fig. 4(d), nearly all of apples are
visited. It is observed that occlusion by leafs or branches also
poses problems in close-up scenes since different parts of
apples may be counted separately such as seen in bottom-left
sub-image of Fig. 4(d). However, in practical applications,
this may not be a problem since once such apples are picked,
the artificial potential function will be updated accordingly.
A simple analysis of coverage performance with respect
to the number of apples as counted by a human is presented
in Table I. In the human count, just too small or too far
apples are not taken into account, because counting them
won’t give us a practical result. It is observed that the
coverage percentage varies between 54-75% with the two
scenes while this number goes up to 153-200% with the
remaining two in scenes of Fig. 4(b) and Fig. 4(d). This
situation is due to counting some of the fruits multiple
times since they appear as multiple components due to
the illumination difference on their surfaces. In practical
applications, this is less likely to be problematic since the
location of apples that are picked up are completely inhibited.
In the literature, apple coverage rates are cited to be between
70% and 90% [13]. For example, assuming that apples have
diameters between 6 - 11 cm, a coverage rate of 80% is
reported in [2]. A rate of 93.04% is achieved in laboratory
environment [15]. As such, our results are comparable with
the state-of-the art approaches with respect to the coverage of
apples. Furthermore, the robot is automatically guided from
one apple to the next.
TABLE I: Visited apple locations Nv vs number of apples
Na .
Image
Image
Image
Image

(a)
(b)
(c)
(d)

Nv
51
61
98
28

Na
95
40
130
14

(a) Apples with close and far range.

(b) Apples from medium range under bright illumination

incoming scene attentively in order to find the apples and
visually move between candidate apple locations. This is
achieved via a family of artificial potential functions where
each artificial potential function encodes saliency in a given
subimage based on unvisited and visited apple locations. The
robot then visually moves from the current apple location
to the next via following the closed-loop dynamics of the
corresponding gradient vector field. This is repeated until
enough image coverage is achieved. Experimental results
demonstrate that the robot is able to covertly move its
visual system so that it covers a high percentage of apples
- regardless of the proximity of the scene, density of apples
and illumination. Thus, as the robot is able to focus on each
individual fruit, the proposed approach sets up a basis for
picking them. We are currently working on improving the
robustness of the proposed approach via addressing problems that arise due to occlusion and varying illumination.
However, both are difficult problems in machine vision in
general. In future work, we plan to implement the proposed
approach on an attentive robot in order to assess realtime applicability. The attentive robot will use closed loop
dynamics in order to overtly orient its visual system on many
apples as possible. Our ultimate goal is to develop a complete
automated picking system on a mobile robot equipped with
an arm-gripper mechanism where the proposed approach will
be integrated with the appropriate range sensing and motion
control algorithms.
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