Recognizing Apples by Piecing Together the Segmentation Puzzle
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Abstract— This paper presents a system that can provide
yield estimates in apple orchards. This is done by collecting and
processing image datasets of the apple orchard. The algorithm
introduced in this paper provides 3 contributions. First, the
apple detection algorithm is shown to provide a very high level
of apple segmentation and classification accuracy. Second, the
algorithm is an automated system that requires mask images,
instead of user specified parameters to create an apple detection
classifier. Finally, the algorithm labels semantic information
such as apple parts, such as apple edges, which is unique from
previous apple detection methods.

I. P REVIOUS W ORK
The problem of apple detection in orchards is still a
relatively new problem. The largest strides have been made
using image detection models that use multiple cameras and
very accurate state estimation to estimate the position of
individual apples within an orchard [6]. This previous work
requires calibrated saturation and hue values, which vary
by dataset and are set manually in configuration files. In
contrast to this previous approach, this work aims to evaluate
detection performance in images only, and is not extended
to apple registration on the ground. Our algorithm requires
user annotated training images, which are input to a machine
learning algorithm to dynamically learn a classifier.
A larger body of research has been completed on grape detection in vineyards. Accurate solutions have been developed
that can correctly count grape yield to within 10% of the
actual yield on the ground (Nuske, et al. 2014). The system
used to detect grapes does not focus on calculating individual
fruit positions throughout the vineyard, but instead calculates
a fruit per meter estimate for every position that the vehicle
traverses. To detect fruit in images for this approach, texture
and color features are used to create the grape/non-grape
classifier, and a focus on detecting grape keypoints takes
presidence over batch processing of pixel values from accross
the image.
There are other processes that are more focused on the
batch processing approach, where many pixels are analyzed
with texture descriptors before being considered as possible
fruit locations. One such method uses superpixels to create
certainty maps for fruits such as pineapples. This idea
directly influenced our work, and is the reason that we create
superpixel certainty maps for green apples [2]. In another set
of work, green fruit’s are detected on plants, which is similar
to the problem that we approach of detecting green apples
in orchards [1]. In this work, a less exhaustive approach
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is employed, as an attempt is made to focus the search on
particular areas of the image that are likely to have fruit.
A number of research works have mentioned the theory
that in orchard environments there is a constant occlusion
factor, which can be used to calibrate detections from the
visible fruit that is detected in images to the actual fruit that
occurs on the ground[4], [6]. This paper aims to both increase
the accuracy of detection of fruit that is in full view through
structural features, and also introduce the idea of ”partial”
apple detection that represent partial fruit detections, allowing highly uncertain fruit detections to contribute an amount
to the total fruit estimate that is less than one.
One of the most important cues on fruit that has been
imaged at night is the spot of specular reflectance [4], [6].
Methods using a point of specular reflectance require that a
point of specular reflectance be in full view of the camera
imaging the fruit. For both methods, the intensity is evaluated
to steadily decrease off the sides of the maximal point. While
the steady descent of intensity is telling, this steady descent
can be observed on any part of a spherical fruit in the form of
intensity rings on a particular edge of the fruit. These rings
can both be used to evaluate the spherical shape of the fruit
and also to find the edge of the fruit by evaluating when the
intensity decrease pattern stops at an abrupt edge. This paper
creates a ”maximal detector” similar to the detector used in
[4], which is adaptable for use anywhere on the apple. This
method isolates apple edges, instead of apple peaks.
The previous apple segmentation approach of [6] was to
filter every pixel in the image through hue and saturation
filters. Processing every pixel is reasonable for color processing, but for more advanced machine learning operations
it can take too long. An alternative is to representatively
subsample an image. We follow the subsampling technique
that was developed in the work of [5]. The idea is that
powerful machine learning techniques are often required
to accurately segment an image, but because of processing
constraints these techniques cannot be computed on the pixel
level over large images. Superpixels can be computed to
group image features into homogeneous groups of color and
texture features before additional processing is completed.
This paper utilizes the current state of the art in 2015: SLIC
superpixels [7].
II. M ETHODOLOGY
A. Three Goals
The three goals of this work are to increase the accuracy of
apple segmentation algorithms, to create an apple classifier
through the use of user annotated images, in place of user
specified classification parameters, and to semantically label

image features that are not full apples, specifically to find
the edges of heavily occluded apple segments.
B. User Annotated Classifier Creation
A training set is the one piece of user input that is required
by our algorithm. A training set is created by the user. This
training set consists of mask images that specify the pixels in
an image that are fruit and the pixels in an image that are not
fruit. A supervised training method is used to setup a random
forest classifier from these training images. A grid of features
is extracted over the image with a 10 pixel spacing between
grid points for 2 MegaPixel images. Features are extracted
over the grid, and then a label for each of the features
extracted is determined from the training mask images that
correspond to the raw images in the training set. The training
set can be seen below, including the grid configuration that
shows feature extraction locations.
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Over each grid location, color and texture features are
extracted. In our implementation, HSV features are used to
quantify color and SURF features are used to quantify texture. These training set features are normalized and combined
together using a PCA transform to reduce the feature set
size. The random forest classifier is then created from the
normalized and reduced feature set.
To segment images into apple and non-apple pixels, a four
step process is completed. First, superpixels are computed

Fig. 6. Features are extracted in
a grid pattern over each superpixel.
The SIFT feature descriptor is depicted here, but any filter could be
used.
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using the SLIC superpixel algorithm. Second, features are
extracted in a grid over each superpixel. Third, grid points are
classified using the random forest classifier created at train
time. Fourth, the ratio of apple to non-apple pixels within
each superpixel is computed, and is recorded in the apple
confidence map, which can be seen in section III-A.
After apple confidence is determined over the image,
apple pixels can be segmented into different levels of apple
certainty. Individual apple detection then becomes the goal.
We use a two step process, whereby full apples are labelled
first, and heavily occluded apples are labelled afterwards with
detection magnitudes less than 1.
Fruit detection from this point forward in our method
is completed exclusively by analyzing the direction and
magnitude of the image’s intensity gradient. Gradients classifications are used to identify an apple’s spherical shape. Gradients could belong to four different classifications: upward
gradient, right gradient, left gradient, or downward gradient.
There is a correct orientation for these apple components
in a valid apple. For example, a downward sloping region
is likely below an upward sloping apple region, as apples
are spherical. The superpixels that were used earlier to
group pixel classifications are used again to group gradient
classifications into configurations that make sense and agree
with one another.
Full Apple Detection Process:
•
•

Superpixels are Computed.
SURF and HSV Features are Extracted Accross Superpixels.

•

•

•

•

Superpixels are Labelled as ”Apple” or ”Non-Apple”
by Querying the Classifier
Apple Superpixels are Labelled by Regions Classifications (Upward Left, etc.).
Merge Neighboring Region Classifications w/ Valid Relationships (Downward Gradient Region below Upward
Gradient Regiion, etc.).
Merged Groups with Sufficient Area are Individual Fruit
Detections.

After full apple detections have been identified, the objective is to label apples that are not in full view but are
partially visible. Previous apple detection approaches have
labelled partial apple detections as full apples, but this is a
tricky and risky business, as often leaves can be classified as
green apples. Partial apple detections can be completed by
evaluating apples to find the dominant gradient direction if
available, and hopefully finding part of the apple’s edge. The
dominant gradient can be found by obtaining the maximal
gradient in the region and ensuring that the normalized
standard deviation of the gradients within the region is under
a certain value.
While the intensity gradient within a region is important,
the edge of the region is also important. The maximal
keypoint descriptor described in [4] was used to detect points
of maximal specular reflectance. The method is accurate
if a maximal point is visible. Often in orchards a clear
maximal specular reflectance point is not visible, due to
occlusion. A maximal point can be interpreted from the
decreasing intensity. Edge detection is used to verify partial
apple detection regions. The region can be verified and the
edge of the region can be labelled by verifying that the
intensity rings decrease in a predictable way from the apple
center until a very strong intensity change is encountered.
Partial Apple Detection Process: Completed After Full
Apple Detection Process
•

•

•

•

Removal of Pixels Corresponding to Full Apple Detections from Data
Connected Components (CC) of Remaining Pixels Form
the Search Space for Partial Detections
Obtain the Dominant Gradient Direction (DGD) of each
CC
Verify the CC is Consistent Relative to its DGD (Apple
Edges match DGD, Absence of Conflicting Gradient
Directions, Size of CC )

Semantic labeling throughout orchard images is important
beyond apple curves as in the highly occluded, highly
similar scene correlations are needed to label objects. Apple
orchards often have guidewire that supports the orchard trees.
The guidewire is identified by locating points that form a
sharp horizontal line and have high intensity. With a hough
transform, it is very simple to find these lines consistently.
The stereo pair for this dataset was setup vertically, so
the horizontal guidewires occur at different heights in both
stereo images. 3D lines can be calculated from the guidewire
appearances in both images of the stereo pair.

Fig. 10. Finding the Apple’s Edge is Vital to Detecting Occluded Apples
in Images.

III. R ESULTS
Results start with the segmentation of apple pixels from
non-apple pixels. Second, semantic labelling performance
and apple detection performance are evaluated. And, finally,
apples are registered to ground detections.
A. Apple Segmentation
From the confidence map, it is easy to see that the apple
pixels are very brightly illuminated, signifying the classifier
has some understanding of the difference between apple and
non-apple.
An evaluation over the training set can be done with
the confidence map and the labelled mask image. Using
both the confidence map and the labelled mask image, a
precision/recall curve can be produced to quantify the results.
This is done by including different points in the confidence
map. From the pixels that are 100% likely to be apple to the
pixels that just might be apple. The precision/recall curve
shows that apple segmentation is stable and quite accurate.
B. Apple Detection
Apple segmentation is only important for apple detection.
In natural environments, there are a number of problems
that arise in apple detection. First, apples occur in different
orientations and scales. Second, many apples are occluded by
other objects in the orchard. This means that many apples
will not be detected by any other features other than hue and
saturation. The bounding box images are shown below. Apple
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Bounding Boxes for the Visual Apple Counting Trial.

Segmentation: Precision Recall Curve

Detection performance is also shown below and seen to
be high. Detection performance is higher than segmentation
performance because not all apple pixels need to be identified
by gain an accurate apple detection.

Fig. 15.

Detection: Precision Recall Curve

C. Semantic Apple Labelling
Labelling apples in previous works has focused heavily on
color information. In the image below, it can be seen that a
majority of the apple edges have been detected and there are
predicted locations for unidentified apple edges that can be
seen in magenta, which are very close to their true locations.
Identifying apple edges near occlusions is a task for the
future. Apple edge detection is important because edges
delineate the fruit from other objects and give information
on the orientation of the apple.
Fig. 16.

D. Apple Registration
Of course, the eventual goal of yield estimation is to detect
fruit on the ground, instead of in images. Here, we evaluate
against a dataset that was collected at the Fruit Research and
Extension Center in Biglerville, PA in 2012. Six orchard

Raw Image

Fig. 17. Apple edge detection is
in many cases successful (as seen to
the right and bottom of the image).
Right now, we are often unable to
overcome occlusions that result from
branch or leaf occlusions.

Fig. 18. Initial guidewire detections
have low recall, but high precision.

Fig. 19. The guidewire detections
can be extrapolated accross the entire image with a very high degree
of accuracy.

sections were sampled by hand and by the algorithm to
account for occlussion. This was done by computing an
”occlusion ratio” that would translate 2D yield estimates
to 3D predictions of fruit on the ground. The overall error
is seen to be low, as the algorithm undercounted by just 6
percent.

Fig. 22. A new dataset of Honeycrisp apples is used to evaluate yield
estimates.

Fig. 20. Our method can confuse
full apple detections with partial apple detections, as seen by the large
blue box shown here.

Fig. 21. Our approach can detect
apples with hues that are slightly
different and also label apple parts
for heavily occluded apples (blue
box w/ arrow).

IV. C ONCLUSION
This paper has provided three contributions to the research
community. It has increased the segmentation accuracy of
green apples from backgrounds using the concept of combining confidence maps and superpixels. It has created a
supervised learning method that only requires a set of annotated images and takes the user involvement out of creating
calibration values. And, finally, this work has started the

Fig. 23. This graph shows overall error prediction rates for the newly
processed Honeycrisp dataset.

work of semantically labelling entire orchards environments,
which will help to move towards classifying specialty crops
in more advanced ways than just using color to identify fruit.
While this method has only been tested on apple datasets, the
core infrastructure of the method could be used to identify
all specialty crops that have distinguishing color and texture
from their environments.
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